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Overview

• The final slide plots the daily level of happiness/well-being in the Greater London 
area since June 2016

• This is an illustration of two areas of modern machine learning techniques

• How to convert a body of text into quantitative data

• How to analyse the quantitative data to measure sentiment/happiness/well-
being

• The illustration is based on social media text in Greater London

• But the principles can be applied to any body of text



Preliminary points

• Paper is available here https://arxiv.org/abs/2001.03401

• Gentzkow, M., Kelly, B., and Taddy, M. 2019. ‘Text as data’. Journal of Economic 
Literature, 57(3), pp.535-574: “New technologies have made available vast 
quantities of digital text, recording an ever-increasing share of human interaction, 
communication, and culture. For social scientists, the information encoded in text 
is a rich complement to the more structured kinds of data traditionally used in 
research” 

• The relevant algorithms are available in R and Python

• One type of algorithm converts words/symbols (“tokens”) into quantitative data

• Another type is used to analyse the resulting data

https://arxiv.org/abs/2001.03401


Beyond GDP: real time measurement of welfare

• Jarmin, R.S., 2019. Evolving Measurement for an Evolving Economy: Thoughts on 
21st Century US Economic Statistics. Journal of Economic Perspectives, 33(1), 
pp.165-184: “Government statistics in 21st century measurement will be based 
on vastly more source data, much of which is unstructured—or at least not 
designed for statistical uses” 

• Many series exist which claim to measure happiness/well-being

• These are based on surveys in which people state their well-being level

• In on line social media, people reveal their well-being level

• Stated and revealed preferences – we economists prefer the latter!



The data base

• 1 per cent random sample of tweets which is provided for free by Twitter.  We 
used the Java library Twitter4J to access the official Twitter API.    

• We have collected this sample for the Greater London area since 15 June 2016.  
We have almost 70 million tweets

• It is Big Data.  But all the analysis can be done on a laptop

• We collect all the tweets about any topic

• It Is easy enough to focus on particular topics with a more specific selection of 
tweets



Converting text to data (1)

• Two approaches used, each based on the idea of associating a word with a vector

• GloVe:  Pennington, J., Socher, R. and Manning, C., 2014. Glove: Global vectors for 
word representation. In Proceedings of the 2014 conference on empirical 
methods in natural language processing (EMNLP), 1532-1543.  Over 11000 
citations. https://nlp.stanford.edu/projects/glove/

• Word2vec: Mikolov, T., Chen, K., Corrado, G. and Dean, J., 2013. Efficient 
estimation of word representations in vector space. arXiv preprint 
arXiv:1301.3781.  14000 citations

https://nlp.stanford.edu/projects/glove/


Converting text to data (2) [word2vec]

• We select 10 million tweets at random

• Each token (a word or symbol) has a vector associated with it which contains information 
on all the other tokens in the database

• The elements of the vector are the frequencies with which each token appears across all 
10 million tweets in the “k nearest” tokens either side of any given token [ k= 5 is widely 
used]

• A neural network is trained to predict the token which comes between any given 
sequence of tokens a,b,c,d,e,     , f,g,h,I, j

• The length of the vectors used in training is a parameter of choice

• Each token has a vector associated with it containing the relevant weights of the trained 
network

• We obtain the vector of any given tweet by averaging the vectors of its tokens

• Using the neural network weights, each tweet in the entire database has a vector of 
length n associated with it



Measuring Sentiment: overview

• A few years ago, a popular way of doing this was based on a count of specific 
words whose emotional content had been established by surveys or experimental 
work separate to the text being studied. An example is Associative Norms for 
English Words (Bradley and Lang, 1999)

• This approach has now been overtaken in machine learning analysis

• The algorithm does not count specific words from a pre-assigned list whose 
emotional content is measured outside the text. It learns the emotion directly 
from the text

• Machine learning algorithms are classifiers. [So, too, is logistic regression, to give 
an example familiar to economists]

• We present the algorithms with a set of tweets which are labelled as being either 
positive or negative



Labelling

• We carried out some clustering analysis on emojis on the tweets

• Just over 20 per cent contain emojis, so we have 13 million tweets with emojis

• We select sets of emojis whose presence labels tweets as positive or negative

• We ran a small experiment to check the labels with 11 young 
psychologists/economists living and working in London

• Humans clearly disagree on nearly 20 per cent of the tweets



Analysis

• We select 10,000 positive and 10,000 negative tweets at random

• We remove the emojis

• The algorithms learn to classify as positive/negative using the vector 
representations described earlier

• We use the approach of 10-fold cross validation in training the algorithms. 

• We partition the data into 10 “folds” of equal size.  An algorithm is trained using 
the first 90 per cent of the data, and the first “fold” containing the remaining 10 
per cent of the data is then predicted.  The second fold is then predicted, after 
training the model on the second set of 90 per cent of the entire data, and so on



Preferred results

• Fernández-Delgado, M., Cernadas, E., Barro, S. and Amorim, D., 2014. Do we 
need hundreds of classifiers to solve real world classification problems? J. Mach. 
Learn. Res, 15(1), pp.3133-3181 compare 179 classification algorithms from 17 
“families” such as Bayesian, neural networks, logistic and multinomial regression. 
They examine their performance on 121 data sets in the University of California 
at Irvine machine learning repository

• We use 2 ML algorithms, random forest and support vector machines

• We vary the method of constructing the word vectors (Glove and Word2vec), the 
length of the word vectors and the hyperparameters of the algorithms to see 
which performs better – we choose Word2vec and SVM .  Many details in the 
paper



Contingency tables (“confusion matrix”) for linear SVM with C = 0.5 and random 
forest with bootstrap = false, max.depth = unlimited and n_estimators = 300



Confusion matrix for the validation process, results on 10,000 positive and 10,000 
negative previously unseen tweets. In the training process, 79.8 per cent of tweets 
are classified correctly, and 79.1 per cent in the previously unseen set of 20,000 
tweets



London “Feel Good Factor” 15 June 2016 – 13 September 2020



Points to note

• Analysis of power spectrum indicates very clear “day of the week” effect

• Each year at Christmas and New Year, there are substantial fluctuations. The 
series rises on 24 and 25 December, falling back sharply on 26 December.  There 
are further peaks on 31 December and 1 January, before dropping on 2 and 3 
January

• Liberal London did not like either Brexit or Trump – but the impact was very 
short-lived

• Potential guidance to Bank of England (“Project Fear”)

• “Come on England!!” – reaction to the national team in the 2018 World Cup


