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Evaluating a new earnings indicator. Can we improve the

timeliness of existing statistics on earnings by using salary

information from online job adverts?

Jyldyz Djumalieva

Stef Garasto

Dr Cath Sleeman

Abstract

This paper examines how the salary information from online job adverts might be used to improve the timeliness of official

statistics on earnings. The unique dataset underpinning the analysis contains over 51 million adverts for UK positions,

collected between January 2012 and September 2018. The data was sourced from Burning Glass Technologies, a leading

labour market intelligence company. We trial a mixture of forecasting approaches, including traditional econometric models

and the relatively newer recurrent neural networks. For 2 out of 13 industries and for 5 out of 6 occupation groups, salaries

from online job adverts are shown to improve the accuracy of earnings forecasts over and above official data on its own.

More broadly, this paper provides a detailed methodology for evaluating a novel data source, such as salaries from job

adverts, to inform an official statistical series, such as earnings.

Introduction

Earnings statistics provide valuable insight into the health of the economy. Existing indicators of wage
growth rely primarily on survey data. Some of these indicators, such as Average Weekly Earnings (AWE),
are generated at a relatively high frequency. However, there is still typically a lag of 6-7 weeks between
the end of a reference month and the publication of the provisional AWE estimates. There is then a
further delay before revised estimates are released.

As indicated in the Independent Review of UK Economic Statistics (Bean, 2016), decision-makers are
increasingly demanding faster measurement of economic activity. The longer it takes to produce statistics
the less useful they are. Therefore, investigating opportunities to improve the timeliness of existing
indicators, including statistics on earnings, is a priority.

In recent years a number of new data sources on earnings have emerged. These include online job
adverts (and the salaries mentioned within these adverts), which are the focus of this paper. Other
sources include tax data, such as PAYE returns for employees, as well as invoice data for self-employed
individuals. These new sources offer the potential to analyse salaries at a higher frequency (e.g. daily or
weekly) and in greater depth than official series.

Before adopting a new data series to inform a statistical output (such as earnings), it is critical to first
thoroughly understand its strengths and limitations, and evaluate its usefulness for improving the existing
output. This paper aims to provide a blueprint for that evaluation process. In recent years, online job
advert data has proved to be highly valuable in generating insights on a range of other measures, including
productivity (Turrell, Speigner, Djumalieva, Copple, & Thurgood, 2018) and skills demand (Deming &
Noray, 2018; Djumalieva & Sleeman, 2018). We expect the use of this data source to grow and inform
other aspects of labour market research.

To summarise, this paper examines the extent to which online job adverts can enhance the timeliness of
existing official statistics on earnings with no loss of accuracy. And to the best of our knowledge, this is
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the first attempt to evaluate the potential of creating a new earnings indicator using salary information
provided in online job adverts. We are also not aware of any other research comparing data on offered
salaries in online job adverts to official earnings data.

The remainder of the paper is organised as follows. First, we compare offered salaries in job adverts to the
Annual Survey of Hours and the Earnings and explore variations between them. Second, we investigate
whether we can generate more timely estimates of earnings, in both occupations and industries, by using
data from online job adverts in addition to, or instead of, official statistics on their own. We review
the findings and limitations of the analysis in the Discussion section and conclude with a summary and
recommendations for future research.

Methodology

Official earnings data

Currently, the main sources of data on employee earnings are Average Weekly Earnings (AWE), the
Annual Survey of Hours and Earnings (ASHE) and the Labour Force Survey (LFS) (Office for National
Statistics, 2019).

AWE is a leading indicator of short-term changes in earnings. It provides monthly data on earnings,
including a breakdown by industry. AWE is calculated from returns to the Monthly Wages and Salaries
Survey (MWSS). This survey collects data from 9,000 businesses covering 13.8 million employees. The
survey’s main advantages are its frequency and timeliness, with a lag of just 6-7 weeks between the
reference period and publication. One of the primary limitations is that it does not capture employee
characteristics and therefore does not allow for analysis beyond sector and industry.

The ASHE is considered to be the most accurate source of information on earnings. The ASHE is more
reliable than the LFS since it collects earnings information directly from employers rather than relying
on self-reported earnings from employees. It also has a large sample size which allows analysis of earnings
across all industries and occupations in the UK. The major drawback is timeliness since the ASHE is
only produced on an annual basis. There is also a lag of 6-7 months between the end of the reference
period and publication.

The LFS generates estimates of earnings on a quarterly basis. While it captures important individual
characteristics such as occupation, education, ethnicity and disability, the reported estimates of earnings
are considered to be of lower accuracy than in the ASHE. This is primarily because the LFS information
is self-reported and is subject to error. There is also a high rate of non-response to questions on earnings.
On average, only 10% of respondents provide this information.

It is important to note, that across AWE, the LFS and the ASHE, there is a direct trade-off between
the timeliness of indicators and their granularity. The highest level of granularity is only available on
an annual basis in the ASHE. Conversely, AWE and the LFS are more frequent but they only provide
aggregated statistics by industry and occupation respectively.

In addition to AWE, the ASHE and the LFS, we also use data from the 2011 Census (Office for National
Statistics, 2014) as well as data on employment by occupation in 2017 (Office for National Statistics,
2018). Specifically, the Census provides a breakdown of employment by occupation and industry, and this
‘crosswalk’ is used to assign job adverts in a given occupation to industries. We use the 2010 Standard
Occupational Classification (SOC) codes to define occupations. This occupational classification currently
comprises four hierarchical levels. In the classification, ‘1-digit SOC’ corresponds to the highest level of
aggregation (and so describes very broad groups of occupations), while 4-digit SOC refers to the most
granular occupations. Similarly, we use the 2007 UK Standard Industrial Classification (SIC) codes for
industries. This industrial taxonomy is a 5-digit hierarchical classification of economic activities.

Salary data from online job adverts

For the purposes of this analysis we used a dataset provided by Burning Glass Technologies (Burning
Glass Technologies, 2019), a leading producer of online job adverts in academic research. The dataset
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was generated by scraping active job postings for UK-based positions from thousands of web-pages on a
daily basis. The resulting dataset contains information on the job title, salary, location, education and
experience requirements for each posting. The total dataset contains over 51 million adverts collected
between January 2012 and September 2018.

Limitations of the salary data from online job adverts

Missing salary

The dataset is a rich source of information but it is not without limitation. Specifically, many adverts do
not contain salary information. Over the sample period considered, only 62% of adverts include salary
data.

Broad salary ranges

The advertised salary range for a job can be wide. For example, an advert may state that the salary
is between £30k-£40k. In our dataset, the average salary range was £7,975 with a median of £5,000.
However, as shown in Figure 1, for a few job adverts the range was much larger.

For the purposes of this analysis we are limited to using the minimum of that range, the maximum
of the range, or an average of these two salaries. Of course, the eventual negotiated salary may differ
substantially from any of these three estimates.

Figure 1: Distribution of salary ranges in online job adverts

Short data period

The online job advert dataset provided by Burning Glass Technologies covers 6 years and 9 months.
For forecasting purposes we remove seasonality from both the official and the online salary data. The
seasonal differencing generates missing values leaving us with fewer observations. In our case the dataset
is reduced by 12 observations, leaving us with 69 months for fitting and evaluating the model. For that
reason, our results should be treated as indicative only. However, the dataset will only continue to grow
and we will be able to follow the same methodology, outlined below, to provide more definitive results
in the future.

Missing industry codes

One of the official measures of earnings, AWE, only provides a breakdown of earnings by industry groups,
rather than by occupational groups. Thus, in order to determine whether the salaries in adverts can be
used to forecast this series, we must first assign job adverts to industries. However, many adverts in the
dataset have not been assigned to a specific industry by Burning Glass, and so lack an industry (or SIC)

3



code (Table 1). This can occur when it is not possible to accurately extract information on the employer
from the job posting. Even if the employer is identified, matching them to a SIC code is not trivial, as
the official name of the organisation (which can be used to look-up their code in the Companies House
dataset) might differ from the name used in adverts. This requires performing ‘fuzzy matching’ of the
employer names to Companies House data and even then the resulting match may not be accurate.

Table 1: Number of job adverts and proportion of adverts with missing SOC
and SIC codes in each year

Year Number of job adverts
(million)

Proportion of adverts
with SOC codes

Proportion of adverts
with SIC codes

2012 5.7 99.40% 48.70%
2013 6.75 98.90% 49.00%
2014 6.09 98.60% 51.00%
2015 7.78 98.90% 48.60%
2016 8.64 99.00% 48.40%
2017 9.37 99.00% 49.80%
2018 (9 months) 6.74 99.90% 52.90%

Potentially inaccurate occupation codes

As Table 1 shows, substantially more job adverts contain a standard occupational classification (or SOC)
code as compared to a SIC code, and as assigned by Burning Glass. The reason for the difference in
the assignment levels between coding to SOC and SIC is that SOC assignment is based only on the job
title, and this field is present in almost all job adverts. That said, the coding of adverts to SOC has to
be performed automatically, due to the large sample size, and this means that the assigned SOC codes
may not always be accurate. This is a known challenge. Belloni et al. (Belloni, Brugiavini, Meschi, &
Tijdens, 2014) estimated that even at the 1-digit level of ISCO (which is very similar to SOC), in at least
33% of cases there was a discrepancy in the codes assigned by two different automated coding methods.

Comparability with official earnings data

It is important to note that the offered salaries in online job adverts are unlikely to exactly match the
official data on earnings for a number of reasons. First, official statistics capture actual earnings (which
is a mix of both part-time and full-time earnings), while in our dataset of online job adverts all data has
been converted into full-time equivalent salaries. This means that we may overestimate earnings if a large
proportion of workers are employed in a particular industry or occupation on a part-time basis. Second,
online job adverts only provide information on the salaries of new starters. In contrast, the official data
in AWE, the LFS and the ASHE are broader and include earnings of both incumbent and new employees.
Finally, there is likely a delay between the date when a job (and its salary) is first advertised and the
date when that job appears on a payroll. Recruitment takes time and a new starter may have to give
a period of notice before they can leave their existing job. This means that the advertised salaries in a
given month may actually be a leading indicator of the salaries paid in several months time.

Some of the limitations described above, such as the short data period, will likely diminish in importance
over time, as more data is collected. We also take additional steps to preprocess online job adverts in
such a way as to reduce the impact of missing and potentially inaccurate occupation and industry codes.
Overall, the advantages of adverts, including their level of detail and high frequency, justifies exploring
their potential for analysing earnings.

Preprocessing official earnings data

There are several steps that we take to prepare the official earnings data.

AWE is a monthly time series and provides indicators on earnings by industry (Office for National
Statistics, 2019). The level of granularity varies between 1-digit (e.g. Information and Communica-
tion, Financial and Insurance Activities) and 2-digit SIC (e.g. sub-categories within Manufacturing
and Trade). Since the analysis is exploratory, for simplicity we use data for the 13 industries at the
1-digit SIC code level.
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The LFS data is quarterly and if we were to use the time series directly, we would have very few data
points when forecasting earnings (Office for National Statistics, 2018). This is why, we increase the
frequency of the LFS data and convert it into monthly time series using linear interpolation. We also
find that recent data on earnings is missing for Sales and customer service occupations, Process plant
and machine operatives and Elementary occupations (1-digit SOC codes 7, 8 and 9). Because of that,
we only use data for 1-digit SOC codes 1 to 6 in the analysis below.

For the ASHE data, we collect reported statistics on gross annual pay from 2012 to 2018 (provisional
estimates) at the 4-digit SOC level (Office for National Statistics, 2018). We only use statistics from
full-time jobs as all salaries in the job adverts had been pre-converted to full-time equivalent salaries.
This means that if we use earnings for all employee jobs we would greatly overestimate salaries in online
job adverts for occupations in which employees often work part-time. For example, in 2017-2018, Retail
cashiers and operators and Playworkers were paid on average for 20 and 15.4 hours per week respectively.

Preprocessing salary data from online job adverts

As described earlier, there are several limitations of using online job advert data to analyse earnings
across industries and occupations. These limitations include missing values and potential inaccuracies
of coding to SIC and SOC codes.

In order to improve the accuracy of SOC codes we generate a sample of job adverts with reliable SOC
(Figure 2). We do this by matching job adverts to 2010 SOC using provided job titles. The matching
algorithm includes cleaning the job titles in adverts to remove non-job related terms. We implement the
algorithm and select adverts that have a job title that can be reliably matched to known job titles in the
ONS Index. The ONS Index provides a reference list of known job titles and a corpus of terms used to
describe occupations. It identifies up to 30,000 job titles across all occupational groups. The steps for
cleaning job titles and matching them to the 2010 SOC are described in the Appendix.

As mentioned, more than half of online job adverts have missing industry codes. This is why we decided
not to use SIC codes to analyse the offered salary by industry. Instead we generate an estimate of the
offered salary from online job adverts for each 1-digit SIC code by using information on the occupational
composition of each industry (Figure 3). This ‘crosswalk’ between occupations and industries is obtained
from the 2011 Census, which collects data on respondents’ employment and generates estimates of the
number and proportion of people in each occupation that are employed in a given industry.

After preprocessing, the sample comprises 15.6 million job adverts which contain salary information and
are matched reliably to the ONS Index. For these adverts, we calculate an offered salary using the
average of the advertised minimum and maximum salaries.

We then remove any adverts coded to occupations (at the 4-digit SOC level) that have fewer than 675
observations between 2012-2018. This is roughly equivalent to fewer than 100 job adverts per year. We
also take out occupations that display substantial discrepancies between offered salary in job adverts and
the ASHE over 5 years. The final sample contains 14.8 million job adverts.

To ensure that the job adverts are representative, we resample the adverts so that they reflect the com-
position of employment by occupation. That is, the percentage of 4-digit SOC adverts in each 1-digit
SOC level is re-sampled so that it matches the percentage employed in that SOC code in each year of the
sample. Ideally, the re-sampling would be based on the percentage of the churn in employment that is
attributable to each SOC code (rather than the stock of employment), but data on the flows in employ-
ment by SOC code is not available. Our approach still reduces the likelihood that the overrepresentation
of certain occupations in job adverts might bias the offered salary distribution.

To derive an estimate of earnings for each industry at the 1-digit SIC level, we take a weighted average
of the offered salaries in adverts assigned to SOC codes that are employed in a given SIC code. We use
data from the 2011 Census to assign the weights.

Online job adverts provide information on annual salaries. However, both AWE and the LFS report
weekly earnings. To align the data in the different sources we turn the annual salaries in job adverts into
weekly salaries by dividing them by 52, which is the number of complete weeks in a year.
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Figure 2: Steps to prepare online job adverts for the analysis of earnings by occupation

Figure 3: Steps to prepare online job adverts for the analysis of earnings by industry

Comparison of earnings in the ASHE and online job adverts by occupation

The ASHE is considered to be the UK’s most reliable and detailed source of information on earnings.
For that reason we use the ASHE earnings data to evaluate the usefulness of salaries mentioned in online
job adverts. The rationale for the comparison is as follows. First, it allows us to get a general measure
of the discrepancy between the two sources of data. Second, by analysing the magnitude and direction
of the differences in salaries between the ASHE and online job adverts we can identify occupations that
are most aligned with the ASHE, and thereby identify those occupations where online job advert data
would likely be most reliable. In all analyses we use nominal, as opposed to real, salaries.
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Scope

We compare data from the ASHE and online job adverts over a period of 5 years, from April 2013 to
March 2018 (inclusive). The full-time annual salary data in job adverts for a given period is compared
to the official ASHE data for the same period. For example, the ASHE data for 2014 is compared to
online job adverts posted from April 2013 to March 2014 (inclusive). The ASHE estimates are provided
for the tax year that ends on the 5th April in the reference year.

Approach

For each year, we calculate the lower quartile, median and upper quartile of salaries for each occupation
at the 4-digit level, both for those salaries in the ASHE and for those in online job adverts. For example,
Figure 4 shows the quartiles of the annual full-time salaries for IT operations technicians (SOC code
3131) in 2017, as reported in the ASHE and as observed in online job adverts over the same period
(e.g. tax year 2016-2017). On the x-axis of the graph we show the lower quartile, median and upper
quartile for salaries in the ASHE. On the y-axis we show the lower quartile, median and upper quartile
for salaries in online job adverts. If these values were the same in the ASHE and job adverts we would
observe a single line with the same values on the x and y axes.

We then calculate the Mean Absolute Errors (MAE) for each occupation, as the average absolute dif-
ference between salaries in the ASHE and those in online job adverts. We do this by first calculating
pairwise absolute differences between lower quartiles (a), medians (b) and upper quartiles (c) of salaries
in the ASHE and in online job adverts. Subsequently, we take the average of these differences.

MAE uses the same scale as the salary data and can be used to measure the extent to which the reported
salaries in the ASHE, for a given occupation, differ from the average salaries advertised in online job
adverts. The greater the MAE, the larger the discrepancy between the two series.

Figure 4: Lower quartile, median and upper quartiles of gross full-time annual salaries for IT operations
technicians in 2017

The reason we calculate the MAE using only quartiles, rather than deciles, is that the interquartile range
is more resilient to outliers in either dataset. And in order to compare the MAEs between occupations
with different salary levels, we normalise the MAE by dividing it by the mean salary reported in the
ASHE. To increase the stability of the results, we also calculate the average normalised MAE across 5
years. Finally, we rank all occupations by their average normalised MAE over 5 years. This allows us to
identify occupations whose advertised salary data are most in line with its official earnings data (from
the ASHE). The resulting ranking is provided in the Results section.

Forecasting earnings using both official statistics and online job adverts

We develop models that attempt to forecast two different earnings measures: the first predicts earnings
by occupation, as measured in the LFS, and the second predicts earnings by industry, as measured in
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AWE. In each case, we explore whether by adding information on the salaries offered in online job
adverts we can produce more accurate and timely estimates of earnings. We trial two approaches to
building the models: AutoRegressive Integrated Moving Average (ARIMA) models, including extensions
for multivariate forecasting, and Long Short-term Memory (LSTM) neural networks.

Modelling approaches

ARIMA models are frequently used in statistics and econometrics to predict the future values of a time
series (Hyndman & Athanasopoulos, 2018). They predict the change (rather than level) in a series and do
that using a combination of the series own past values, and a combination of the errors made in predicting
those values. ARIMA models also are used with time series that contain trend and/or seasonality (which
is denoted by ‘I’ for ‘integrated’). In these models we difference original time series to remove the trend
and any seasonality in order to make the series stationary. ARIMA are typically used for univariate
time series forecasting. This is why for multivariate time series forecasting we use Vector AutoRegressive
(VAR) or Vector Error Correction (VECM) models, which are extensions of AutoRegressive models.

LSTM neural networks are a subcategory of recurrent neural networks and are used in the field of deep
learning (Hochreiter & Schmidhuber, 1997). Their strength is that they can discover hidden relationships
between previous values of the variables and can incorporate this ‘historical context’ into the model.
LSTM models can be used to predict not just single data points but also entire data sequences. This
makes LSTM networks well-suited to classifying, processing and making predictions based on time series
data (Malhotra, Vig, Shroff, & Agarwal, 2015).

The forecasted values in ARIMA models are typically highly dependent on the last few data points.
This means that the predictions of these models may deteriorate rapidly as we forecast further ahead
(as predictions become dependent on previous predictions, rather than on actual data, and errors be-
come compounded). ARIMA models also only capture linear relationships and require extensive data
preparation to ensure assumptions, such as stationarity, are not violated. In comparison, LSTM models
do not have such strict assumptions and can capture non-linear relationships. In certain configurations,
LSTM models can retain useful historical information for longer than ARIMA models. The limitation
of LSTM models is that they may not perform well when based on a small sample size, as in the current
case. Instead, LSTM models typically perform best with datasets that contain a very large number of
data points and variables.

Modelling steps

To begin, we model earnings (for both the LFS and AWE datasets) using just the historical values of
these official series. From this we calculate forecast errors over one (for LSTM models) or six months
(for ARIMA models), using the Root Mean Squared Error (RMSE). This provides a baseline against
which we compare our two subsequent models. For these models we forecast earnings: 1) using both the
official series as well as salaries from job adverts and 2) using only data on salaries from job adverts.

In each model, we calculate the RMSEs at the forecast horizons of interest. RMSE is the square root
of the average of squared errors between actual and forecasted values. The effect of each error that
contributes to the RMSE is proportional to the size of the squared error, and so RMSE penalises larger
errors by more than the alternative measure of Mean Absolute Error.

For both sets of official data (the LFS and AWE), we split the data into a training set and a test set
(i.e. held-out sample). The training set, which comprises 75 months, is used to estimate the forecasting
model. The test set contains 6 months and is used to evaluate the models.

Specification of ARIMA, VAR and VECM models

For those models that contain both official data and data from online job adverts, we specify a VAR
or VECM model, which are extensions of ARIMA. The choice between the two models depends on
whether there is a cointegrated relationship between the two time series. Two time series are said to be
cointegrated if there exists a stationary linear combination of these series. In other words this suggests
that the difference between the series’ means remains constant in the long-term. If the two time series
are not cointegrated then VAR models are used and if they are a VECM model is more appropriate
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as it would capture both short-term and long-term relationships between the variables. We check for
cointegration using Granger causality and the augmented Engle-Granger two-step cointegration test.

The autoregressive moving-average models require specifying three parameters. They are ‘p’, which is
the order of the autoregressive component, ‘d’ which is the degree of differencing and ‘q’ which is the
order of the moving average component. To robustly choose these parameters we conduct a grid search
which involves testing models with different values of these parameters. From all candidate models, we
shortlist those that both satisfy the necessary assumptions (e.g. normality of residuals, heteroscedasticity
etc.) and have the lowest Bayesian Information Criterion (BIC) and RMSE.

As the official statistics on earnings that we are using are not seasonally adjusted it is likely that both
the ASHE and AWE time series are seasonal. In order to account for this seasonality, we include seasonal
parameters in the ARIMA, VAR and VECM models.

We use Python library statsmodels for modelling (Seabold & Perktold, 2010).

Specification of LSTM neural network models

We conduct a limited grid search of LSTM neural network parameters, such as the number of epochs
and batch size. LSTM architecture comprises one hidden LSTM layer and one dense output layer. In
the future we intend to further explore opportunities to optimise these parameters and experiment with
the network architecture. Furthermore, we also plan to increase the forecast horizon of the LSTM models
from one month to six months.

As the official earnings data are likely to be seasonal we use up to 12 lags as inputs to the LSTM
model. All data is also standardised prior to fitting a model, which is a standard practice for LSTM
neural network models. We investigate two different normalisation schemes: we standardise the data by
rescaling it to range between either 0 and 1 or -1 and 1.

For both of the official measures of earnings, there is a delay between the period that they reflect and
the period when they are published. This means that at a given point in time we will not have the
earnings data for a period of up to 2 months (for AWE industry figures) and up to 5 months (for the
LFS occupation figures). For this reason, when fitting the LSTM neural network models, we remove the
previous 2 lags (for industry estimates) or 3 lags (for occupation estimates).

We use Python library keras to specify and fit LSTM models (Chollet, 2015).

Results

Comparing the ASHE with online job adverts across occupations

As described in the Methods section, we measure the extent to which the quartiles of full-time salary
reported in the ASHE for a given occupation differ from the quartiles for salaries offered in online job
adverts over a 5 year period. We find that over this period across all occupations the offered salary in
online job adverts on average, varied by 13 percentage points of the mean ASHE salary. The distribution
of the normalised Mean Absolute Error (MAE) across all occupations is shown in Figure 5. It indicates
that for half of all occupations at the 4-digit level, the difference in salary between online job adverts
and the ASHE is less than or equal to 10 percentage points of the mean ASHE salary.

Initial analysis suggests that the salaries advertised in job adverts tend to be lower than the salaries
collected in the ASHE. Over the 5 years, for around 63% of occupations, the median salary in job
adverts was, on average, lower than the median salary in the ASHE. This means that online job adverts
likely underestimate earnings for around two-thirds of occupations.

Among individual occupations (at the 4-digit level), we find that several have a very high degree of
alignment with the ASHE data. For example, as shown in Table 2, advertised salaries for certain
engineering, administrative and financial occupations are all closely aligned with the ASHE.
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Figure 5: Distribution of the 5 year average normalised MAE across all occupations

Table 2: The 20 occupations for which salaries in online job adverts are most
aligned with the ASHE

4-digit SOC Occupation Number of adverts 5 year average MAE as
percent of mean

4132 Pensions and insurance clerks and as-
sistants

43368 1.78%

2121 Civil engineers 80135 2.23%
3113 Engineering technicians 46047 2.23%
4112 National government administrative

occupations
3604 2.79%

5249 Electrical and electronic trades n.e.c. 85128 2.93%
4122 Book-keepers, payroll managers and

wages clerks
502815 3.03%

6132 Pest control officers 1836 3.06%
5431 Butchers 2074 3.21%
5222 Tool makers, tool fitters and markers-

out
11329 3.22%

2461 Quality control and planning engineers 71646 3.33%
8137 Sewing machinists 4896 3.40%
3534 Finance and investment analysts and

advisers
137414 3.50%

4124 Finance officers 14040 3.50%
4216 Receptionists 100759 3.50%
2472 Public relations professionals 29837 3.70%
4212 Legal secretaries 53726 3.80%
2312 Further education teaching profession-

als
17545 3.90%

5330 Construction and building trades su-
pervisors

14187 4.00%

7111 Sales and retail assistants 150579 4.10%
3122 Draughtspersons 52039 4.10%

Table 3 shows those occupations where the salaries offered in online job adverts are least aligned with the
ASHE data. The occupations are wide-ranging and include Security guards, IT operations technicians
and Social workers.

The results for all occupations are provided in Table 9 in the Appendix. We investigated a number of
potential links between the MAE and other factors, including the number employed in an occupation and
the variability of earnings in that occupation. For example, one might expect that for small occupations
there would be a greater level of noise, both in official statistics and in online job advert data, and
that this would lead to greater discrepancies between the two series. However, there was no clear link
between these factors. Specifically, the level of discrepancy does not fall with an increase in the number
of full-time jobs or the number of job adverts for a given occupation.
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We also examined whether occupations with more variation in earnings over time would be more likely
to exhibit a greater level of discrepancy between the salaries in online job adverts and those in the
ASHE. Again, we did not find a direct relationship between the average rate of change in earnings and
an occupation’s normalised MAE.

Table 3: The 20 occupations for which salaries in online job adverts are least
aligned with the ASHE

4-digit SOC Occupation Number of adverts 5 year average MAE as
percent of mean

3213 Paramedics 1861 26.10%
9241 Security guards and related occupa-

tions
66368 26.90%

6214 Air travel assistants 1636 27.20%
6221 Hairdressers and barbers 4405 27.30%
2137 Web design and development profes-

sionals
539080 28.30%

5312 Bricklayers and masons 13335 29.20%
1134 Advertising and public relations direc-

tors
3010 29.70%

8129 Plant and machine operatives n.e.c. 36150 29.90%
5319 Construction and building trades n.e.c. 19100 29.90%
3131 IT operations technicians 135503 31.10%
3443 Fitness instructors 19578 32.00%
1190 Managers and directors in retail and

wholesale
79703 32.30%

9211 Postal workers, mail sorters, messen-
gers and couriers

17284 34.50%

5432 Bakers and flour confectioners 3948 36.50%
2423 Management consultants and business

analysts
235698 38.00%

8231 Train and tram drivers 889 40.60%
3218 Medical and dental technicians 16431 43.00%
8132 Assemblers (vehicles and metal goods) 2098 48.20%
2442 Social workers 142571 49.10%
2443 Probation officers 2458 58.20%

There are other potential explanations as to why offered salaries for certain occupations are more closely
aligned with earnings data in the ASHE. These could be examined in future research. First, occupations
in which the advertised salary ranges tend to be wide may be more likely to be among those with
greater discrepancies. This is because a broad salary range increases the chance that the eventual
accepted salary is substantially different from the ‘average offered salary’ (which we calculate using the
minimum and maximum salaries mentioned in an advert). For instance, one of the occupations where
we observe a very large discrepancy between salary data in job adverts and the ASHE is Web design
and development professionals. Across 539,000 adverts for this occupation, the average salary range was
£8,325. In contrast, for Book-keepers, payroll managers and wages clerks, which displays one of the lowest
levels of discrepancy the average salary range was £3,467 across 502,000 job adverts.

Another reason that might explain the variation between the salaries in job adverts and those reported
in the ASHE is the scope of an occupation. Specifically, a ‘broad’ occupation, which is not tightly defined
and contains a relatively wide set of job titles and tasks, might be expected to lead to more variation
between the two salary measures. For example, Management consultants and business analysts have
offered salaries that are consistently higher than reported in the ASHE. Even after preprocessing to
standardise the job titles (as described in Methodology section), there were 32,693 unique job titles
across 236,000 job adverts. In contrast, for Receptionists, across 100,000 job adverts there were only
1,966 unique job titles.

More work is needed to further explore the factors that determine the level of variation between the
salaries offered in job adverts and those collected in the ASHE, across occupations. At the same time,
exact matching of the two earnings measures might never be feasible. This is due to the fact that in
online job adverts we only capture salaries for those changing job, and not those who remain in the same
job. In contrast, the ASHE primarily aims to measure the salaries of individuals who have been in the
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same job for at least a year. Moreover, there is always a chance that a job vacancy is not filled or is only
filled at a later date.

Forecasting earnings across occupations

Performance of LSTM and ARIMA models

The initial results from forecasting earnings for the broadest occupational groups (1-digit SOC level)
indicate that salary information from online job adverts has the potential to generate more timely
estimates of earnings with no loss of accuracy. Specifically, we find that when we use LSTM models, we
are able to produce estimates of earnings with better accuracy than if we only used official statistics for
5 out of the 6 broad occupational groups that we consider.

In contrast to the LSTM models, the results of the VAR and VECM models are less positive. We find
that they do not lead to a reduction in forecast errors, when compared against a seasonal ARIMA model.
However, we do find statistically significant relationships between official earnings and online job advert
salary time series, which suggests that the latter can be useful to predict the former. For example, the
Granger causality test is statistically significant for 5 out of 6 occupations (Table 4). This means that
we should be able to predict future values of official earnings based on prior values of salary in online
job adverts. And in the specified VECM models the coefficients for various lags of online job advert data
were statistically significant predictors of the official series. It is possible therefore that further refinement
of the model specification would improve the accuracy of the VAR and VECM models.

When we compare forecasting errors in the LSTM and the ARIMA models at different forecasting
horizons, we find that the latter produce smaller errors on out of sample data. The forecasts however
are not entirely comparable. As described earlier, in LSTM models we withhold 3 previous lags to
simulate the existing delay between the reference period ending and the publication of official statistics.
So errors for the first lag in the LSTM model should be compared to errors for the fourth lag in ARIMA.
When compared in this way, the LSTM models perform better than the ARIMA in forecasting earnings
for Skilled Trades Occupations.

Table 4: Exploratory analysis of parameters in VAR and VECM models

1-digit SOC Cointegration Granger causality Type of mo-
del

Model parameters

Managers, Directors and
Senior Officials

Yes Yes (lag 1, 2) VECM Optimal lag = 7, cointegration
rank = 1, seasons = 12

Professional Occupations Yes Yes (lag 2) VECM Optimal lag = 7, cointegration
rank = 1, seasons = 12

Associate professionals and
technical occupations

No No VAR Optimal lag = 12, seasons = 12

Administrative and Secre-
tarial Occupations

Yes Yes (lag 1, 2, 3) VECM Optimal lag = 12, cointegration
rank = 1, seasons = 12

Skilled Trades Occupations Yes Yes (lag 1, 2, 3) VECM Optimal lag = 11, cointegration
rank = 1, seasons = 12

Caring, Leisure and Other
Service Occupations

Yes Yes (lag 1, 2, 3) VECM Optimal lag = 12, cointegration
rank = 1, seasons = 12

As we currently don’t observe an improvement in forecasting errors when salary from online job adverts
is used in VAR and VECM models, we focus the rest of the analysis on LSTM models. The corresponding
results for the ARIMA, VAR and VECM models are provided in the Appendix.

Forecasting of earnings across occupations

Table 5 shows that for all occupations, albeit not always consistently across normalisation schemes, salary
data from online job adverts can be used to produce forecasts that are more accurate than estimates of
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earnings obtained using only available official statistics.

For most 1-digit SOC occupations, the LSTM forecasting models appear to consistently produce more
accurate estimates of earnings by either including the salary data from online job adverts into the model
or even by using only online job advert data. The only exception is Skilled Trades Occupations. For
Administrative and Secretarial Occupations, these results are consistent not only across normalisation
schemes but also across the types of input data considered (online job adverts alone and online job
adverts together with official statistics).

LSTM models are initialised with random weights and this can cause results to differ from one run to
another. To ensure the robustness of our results we calculate the average Root Mean Squared Error
(RMSE) over 100 runs of the LSTM model. We then evaluate whether there is a statistically significant
difference between RMSEs for forecasts using time series from official sources and forecasts that include
data on salaries.

Table 5: Average Root-Mean Square Error (RMSE) for predicting official salary
data for 1-digit SOC occupations at a forecasting horizon of one month, over
100 runs of the LSTM model**

1-digit SOC Normalisation
scheme

RMSE using only
official data (wi-
thout last 3 lags)

RMSE using both of-
ficial and online job
adverts data (without
last 3 lags)

RMSE using
only data from
online job
adverts

Managers, Directors and
Senior Officials

(-1,1) 24.11 21.97* 24.29

(0,1) 26.07 22.85* 30.72

Professional Occupations (-1,1) 11.63 5.58* 4.44*

(0,1) 8.91 6.82* 14.33

Associate Professionals
and Technical Occupations

(-1,1) 41.03 36.09* 42.1

(0,1) 36.3 33.58* 50.69

Administrative and Secre-
tarial Occupations

(-1,1) 7.68 6.3* 5.79*

(0,1) 8.65 5.85* 5.54*

Skilled Trades Occupations (-1,1) 8.92 7.79* 9.69

(0,1) 8.89 12.68 14.08

Caring, Leisure and Other
Service Occupations

(-1,1) 10.96 11.41 10.3*

(0,1) 10.46 8.87* 8.94*

* Indicates a statistically significant improvement in accuracy as compared to the accuracy of an LSTM
model that only uses official earnings data (Student’s t-test with Bonferroni correction).

** The LSTM model parameters are: number of epochs = 300, batch size = 16, number of neurons in the
hidden layer = 10, dropout rate = 0.1, RMSE was used as a loss function, optimiser Adadelta (Zeiler, 2012).
We also withhold 3 previous lags to simulate the existing delay between the reference period and the
publication of official statistics.

Table 6: Average Root-Mean Square Error (RMSE) (as a percentage of the
mean official salary) for predicting official salary data for 1-digit SOC occu-
pations at a forecasting horizon of one month, over 100 runs of the LSTM
model

1-digit SOC Normalisation
scheme

RMSE using
only official data
(without last 3
lags, percentage
of mean official
salary)

RMSE using both offi-
cial and online job ad-
vert data (without last
3 lags, percentage of
mean official salary)

RMSE using
only data
from online
job adverts
(percentage of
mean official
salary)

Managers, Directors and
Senior Officials

(-1,1) 2.82% 2.57% 2.84%

(0,1) 3.05% 2.67% 3.59%

Professional Occupations (-1,1) 1.5% 0.72% 0.57%

(0,1) 1.15% 0.88% 1.85%
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Associate professionals and
technical occupations

(-1,1) 6.25% 5.49% 6.41%

(0,1) 5.53% 5.11% 7.72%

Administrative and Secre-
tarial Occupations

(-1,1) 1.83% 1.5% 1.38%

(0,1) 2.06% 1.39% 1.32%

Skilled Trades Occupations (-1,1) 1.91% 1.67% 2.07%

(0,1) 1.9% 2.72% 3.01%

Caring, Leisure and Other
Service Occupations

(-1,1) 3.38% 3.52% 3.18%

(0,1) 3.22% 2.73% 2.76%

Forecasting earnings across industries

In this section we present the detailed results of modelling earnings by industry with LSTM models. In
the future we intend to investigate multivariate forecasting of industry earnings using VAR, VECM or
other relevant autoregressive moving average models.

The results of forecasting with LSTM models show that we can improve earnings estimates for some
industries, such as Agriculture, Forestry and Fishing and Accommodation and Food Service Activities.
To some extent, we also observe improvements for Transportation and Storage, Financial and Insurance
Activities, Professional, Scientific and Technical Activities and Education, albeit with results dependent
on the normalisation scheme used. However, for many other industries, the forecasts based only on the
official AWE data outperform models that include information on offered salaries from online job adverts
(Table 7).

It is possible that these results are explained by the better coverage of high-skilled and professional
occupations in online job adverts. Financial and Insurance Activities and Professional, Scientific and
Technical Activities also primarily employ workers in the private sector where the offered salaries might
be less standardised and change at a faster rate than in Human Health and Social Work Activities. As a
result, it may be more difficult to forecast earnings for the former industries using only historic official
data.

Another potential reason for the differences in results across industries might be due to them having
different levels of part-time employment. The raw salaries in online job adverts are converted by Burning
Glass to full-time equivalent salaries. In contrast, the official AWE data captures actual earnings, and
therefore, contains a mix of part-time and full-time earnings. This may detrimentally affect the perfor-
mance of the forecasting model (that contains online job adverts) in those industries that tend to employ
a large proportion of part-time workers. However, the results do not consistently support this hypothesis.
Using online job adverts data to forecast earnings is beneficial for some industries with a large proportion
of part-time workers (e.g. Accommodation and Food Service Activities), but detrimental for others (e.g.
Human Health and Social Work Activities).

Finally, errors in assigning job adverts to industries may also account for the differences in results across
industries. As mentioned, we do have reliable industry codes (e.g. SIC codes) for all adverts and so, as
a proxy, we use a weighted average of offered salaries across those occupations that are employed in the
given industry.

Table 7: Average Root-Mean Square Error (RMSE) values at a forecasting
horizon of one month over 100 runs of the LSTM** model for 1-digit SIC
codes

1-digit SIC Normalisation
scheme

RMSE using only
official data (wi-
thout last 2 lags)

RMSE using both offi-
cial and online job ad-
vert data (without last
2 lags)

RMSE using
only data from
online job
adverts

Agriculture, Forestry
and Fishing

(-1,1) 2.21 3.13 1.49*

(0,1) 4.96 3.43* 9.17

Mining and Quarrying (-1,1) 0.57 3.89 5.23
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(0,1) 1.17 1.22 1.71

Construction (-1,1) 4.41 10.13 15.81

(0,1) 9.39 13.37 20.09

Transportation and
Storage

(-1,1) 3.05 2.7* 6.93

(0,1) 4.61 5.27 11.52

Accommodation and
Food Service Activities

(-1,1) 4.71 4.39* 4.94

(0,1) 6.40 5.41* 5.64*

Information and Com-
munication

(-1,1) 2.06 1.64 16.25

(0,1) 7.05 12.19 21.59

Financial and Insuran-
ce Activities

(-1,1) 22.34 19.77* 63.31

(0,1) 33.09 33.01 71.6

Real Estate Activities (-1,1) 9.37 12.17 22.71

(0,1) 15.54 19.37 26.26

Professional, Scientific
and Technical Activi-
ties

(-1,1) 11.75 11.32 16.1

(0,1) 14.25 13.58* 18.49

Administrative and
Support Service Acti-
vities

(-1,1) 0.71 1.23 2.25

(0,1) 1.43 1.29 1.55

Public Administration
and Defence

(-1,1) 5.89 6.67 7.19

(0,1) 5.64 6.81 9.95

Education (-1,1) 0.48 0.8 1.24

(0,1) 2.75 1.68* 3.09

Human Health and So-
cial Work Activities

(-1,1) 5.61 5.8 6.78

(0,1) 6.26 6.49 9.98

* Indicates a statistically significant improvement in accuracy as compared to the accuracy of an LSTM
model that only uses official earnings data (Student’s t-test with Bonferroni correction).

** The LSTM model parameters are: number of epochs = 300, batch size = 16, number of neurons in the
hidden layer = 10, dropout rate = 0.1, RMSE was used as a loss function, optimiser Adadelta (Zeiler, 2012).
We also withhold 2 previous lags to simulate the existing delay between the reference period and the
publication of official statistics.

Table 8: Average Root-Mean Square Error (RMSE) (percentage of mean official
salary) values at a forecasting horizon of one month over 100 runs of LSTM
model for 1-digit SIC codes

1-digit SIC Normalisation
scheme

RMSE using
only official data
(without last 2
lags, percentage
of mean official
salary)

RMSE using both offi-
cial and online job ad-
vert data (without last
2 lags, percentage of
mean official salary)

RMSE using
only data
from online
job adverts
(percentage of
mean official
salary)

Agriculture, Forestry
and Fishing

(-1,1) 0.62% 0.88% 0.42%

(0,1) 1.4% 0.97% 2.58%

Mining and Quarrying (-1,1) 0.06% 0.38% 0.51%

(0,1) 0.11% 0.12% 0.17%

Construction (-1,1) 0.82% 1.88% 2.93%

(0,1) 1.74% 2.48% 3.72%

Transportation and
Storage

(-1,1) 0.57% 0.51% 1.3%
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(0,1) 0.86% 0.99% 2.16%

Accommodation and
Food Service Activities

(-1,1) 2.1% 1.95% 2.2%

(0,1) 2.85% 2.41% 2.52%

Information and Com-
munication

(-1,1) 0.29% 0.23% 2.31%

(0,1) 1% 1.73% 3.06%

Financial and Insuran-
ce Activities

(-1,1) 2.64% 2.34% 7.49%

(0,1) 3.92% 3.91% 8.48%

Real Estate Activities (-1,1) 2.1% 2.73% 5.09%

(0,1) 3.49% 4.34% 5.89%

Professional, Scientific
and Technical Activi-
ties

(-1,1) 1.85% 1.79% 2.54%

(0,1) 2.25% 2.14% 2.92%

Administrative and
Support Service Acti-
vities

(-1,1) 0.2% 0.34% 0.62%

(0,1) 0.39% 0.36% 0.43%

Public Administration
and Defence

(-1,1) 1.07% 1.21% 1.31%

(0,1) 1.02% 1.24% 1.81%

Education (-1,1) 0.12% 0.19% 0.3%

(0,1) 0.66% 0.41% 0.74%

Human Health and So-
cial Work Activities

(-1,1) 1.37% 1.42% 1.66%

(0,1) 1.53% 1.59% 2.44%

Discussion

This paper has conducted an initial investigation into the usefulness of salary data from online job
adverts. The results are not conclusive. We find that for many occupations, information on the offered
salary in job adverts is closely aligned with the official full-time salary data in the ASHE. However, for
certain occupations the two sources of data on earnings differ to a large extent.

Using an LSTM model we showed that, for 5 out of 6 broad occupation groups there is potential for
improving the timeliness of official earnings indicators without the loss of accuracy. For industry, we found
that online job advert data in LSTM models can improve the forecasts of official earnings indicators for
2 out of 13 industries. The two industries are Agriculture, Forestry and Fishing and Accommodation and
Food Service Activities. Thus for these industries and for certain occupations it might be possible to use
salaries from online job adverts to reduce the lag between the reference period and the publication of
earning estimates.

The analysis also revealed the large variation in forecast errors, across both industries and occupations,
even when we only use official earnings data in the model. This suggests that earnings in some occupations
and industries are more difficult to predict than in others. And for that very reason it is unlikely that a
new data source, such as salaries from job adverts, is going to be a universally good or bad predictor of
earnings. Instead, it is likely to be useful for some occupations and industries, and not useful for others.
The challenge is in identifying the factors that determine this usefulness. In future research we intend
to further investigate characteristics that might explain discrepancies between salary data from official
sources and those from online job adverts. Candidate characteristics would include the composition of
occupations and industries by part-time and full-time employment status, the geographic dispersion of
occupations, and variation in offered salary ranges.

There is also potential room for improving the methodology for preprocessing data and forecasting
earnings. For instance, a more accurate automated coding to SOC would enable us to use a larger
proportion of the raw job adverts. And a more comprehensive parameter optimisation might lead to
improved performance of both LSTM and ARIMA, VAR and VECM models.
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More broadly, this paper has demonstrated the inherent challenges in assessing a novel dataset. One of the
key strengths of job adverts is that they offer the potential to provide more timely and granular insights
on an official statistic, namely earnings. However, in order to judge that potential, we must benchmark
the model’s performance against official earnings data. That requires having a sufficient number of data
points to build the model as well as sufficient data points to test the model. The challenge we face is
that the official data is published infrequently (in some cases only yearly). Compounding this challenge
is that many new datasets, like job adverts, lack long histories; we only have 81 months (less than 7
years) of job adverts. Put simply, we have a shortage of data. And so it may be several more years before
this novel dataset can be conclusively evaluated.

While the ability of advertised salaries to forecast earnings will continue to be assessed, as more data is
accumulated, there are still many other aspects of salary information in adverts that can be examined.
For example, these salaries allow us to estimate the market value of skills, by identifying the skills
mentioned in the text of job adverts. They may also shed new light on spatial differences in earnings,
and thereby allow objective measurement of concepts such as the London wage premium. Thus, the
salaries mentioned in adverts could still be a significant help to policymakers, even if it is perhaps too
soon to conclusively assess their use in forecasting earnings.

Conclusion

The purpose of this research was to investigate the potential of using a novel dataset of online job adverts
to enhance the timeliness of existing official indicators of earnings. To the best of our knowledge, this
is the first attempt to evaluate the usefulness of salary information from online job adverts to measure
earnings.

We first analysed the extent to which offered salaries in job adverts differ from the ASHE over 5 years
at the most granular occupation level (e.g. 4-digit SOC). We found that over this period and across
all occupations the offered salary in online job adverts was, on average, within 13% of the mean salary
reported in the ASHE. Regarding the direction of the discrepancies, it appears that average salaries in
online job adverts tend to be lower than the full-time salaries captured in the ASHE.

We then explored whether salary data from online job adverts could be used to generate more timely
estimates of official statistics on earnings. Using an LSTM model we found that, for 2 out of 13 industries
and for 5 out of 6 occupation groups, salaries from online job adverts can improve the accuracy of forecasts
of official earnings indicators.

More broadly, this paper has provided a methodology for assessing a new data source to improve an
existing statistic. The most important step in this method is understanding the strengths and limitations
of the source. The paper has also revealed the large amount of data required (both from the official source
and the novel source) to perform a thorough evaluation.

Going forward we intend to further investigate the factors that influence the alignment of salary data
between official sources and online job adverts. We will also explore opportunities for improving the
methodology for preprocessing data and forecasting earnings.
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Appendix

Cleaning job titles in job adverts

There were a number of steps taken to prepare the adverts for further analysis. Job titles often contain
terms that are not directly relevant to the role, such as the job’s location or the type of employment.
Owing to this and other factors, job titles are highly diverse, though this diversity is often uninformative
and poses challenges for identifying a job’s underlying occupation. To overcome this challenge, the job
titles were processed to reduce the amount of noise. This process involved expanding abbreviations,
removing words not in the ONS Index, and removing most punctuation and digits (Figure 6).

Figure 6: Steps for cleaning job titles and matching to 2010 SOC
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Variation between offered salaries in online job adverts and the ASHE

Table 9: Discrepancies between salaries in online job adverts and the ASHE

4-digit SOC Occupation Number of adverts 5 year average MAE as
percent of mean

4132 Pensions and insurance clerks and as-
sistants

43368 1.80%

2121 Civil engineers 80135 2.20%
3113 Engineering technicians 46047 2.20%
4112 National government administrative

occupations
3604 2.80%

5249 Electrical and electronic trades n.e.c. 85128 2.90%
4122 Book-keepers, payroll managers and

wages clerks
502815 3.00%

6132 Pest control officers 1836 3.10%
5431 Butchers 2074 3.20%
5222 Tool makers, tool fitters and markers-

out
11329 3.20%

2461 Quality control and planning engineers 71646 3.30%
8137 Sewing machinists 4896 3.40%
3534 Finance and investment analysts and

advisers
137414 3.50%

4124 Finance officers 14040 3.50%
4216 Receptionists 100759 3.50%
2472 Public relations professionals 29837 3.70%
4212 Legal secretaries 53726 3.80%
2312 Further education teaching profession-

als
17545 3.90%

5330 Construction and building trades su-
pervisors

14187 4.00%

7111 Sales and retail assistants 150579 4.10%
3122 Draughtspersons 52039 4.10%
6212 Travel agents 35238 4.20%
2462 Quality assurance and regulatory pro-

fessionals
77331 4.30%

2219 Health professionals n.e.c. 31569 4.40%
7114 Pharmacy and other dispensing assis-

tants
11244 4.60%

7130 Sales supervisors 17385 4.70%
8131 Assemblers (electrical and electronic

products)
15124 4.70%

4138 Human resources administrative occu-
pations

20549 4.70%

8149 Construction operatives n.e.c. 19539 4.70%
5231 Vehicle technicians, mechanics and

electricians
121020 4.80%

2126 Design and development engineers 164424 4.80%
1241 Health care practice managers 1643 4.90%
5232 Vehicle body builders and repairers 12026 5.00%
2452 Archivists and curators 1262 5.00%
3114 Building and civil engineering techni-

cians
9838 5.10%

9234 Launderers, dry cleaners and pressers 24827 5.10%
3563 Vocational and industrial trainers and

instructors
44818 5.10%

5442 Furniture makers and other craft
woodworkers

1507 5.30%

2231 Nurses 685482 5.30%
1181 Health services and public health man-

agers and directors
14168 5.30%

4215 Personal assistants and other secre-
taries

104675 5.40%

1133 Purchasing managers and directors 64446 5.40%
3442 Sports coaches, instructors and offi-

cials
8463 5.50%

5241 Electricians and electrical fitters 124899 5.60%
5434 Chefs 286749 5.70%
4131 Records clerks and assistants 69275 5.70%
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5449 Other skilled trades n.e.c. 13049 5.70%
5412 Upholsterers 2202 5.80%
5423 Print finishing and binding workers 1970 5.80%
5250 Skilled metal, electrical and electronic

trades supervisors
8343 5.90%

3132 IT user support technicians 205041 5.90%
7214 Communication operators 11341 6.00%
5221 Metal machining setters and setter-

operators
97719 6.00%

2426 Business and related research profes-
sionals

59564 6.00%

5213 Sheet metal workers 7360 6.10%
5237 Rail and rolling stock builders and re-

pairers
678 6.10%

5234 Vehicle paint technicians 4231 6.10%
2413 Solicitors 125322 6.10%
1184 Social services managers and directors 928 6.30%
6126 Educational support assistants 43595 6.30%
1221 Hotel and accommodation managers

and proprietors
6711 6.40%

2434 Chartered surveyors 60503 6.40%
6125 Teaching assistants 103642 6.40%
1223 Restaurant and catering establishment

managers and proprietors
42386 6.40%

2112 Biological scientists and biochemists 28140 6.60%
7211 Call and contact centre occupations 39165 6.60%
6145 Care workers and home carers 529713 6.60%
3520 Legal associate professionals 67669 6.70%
5235 Aircraft maintenance and related

trades
1474 6.70%

2129 Engineering professionals n.e.c. 71743 6.70%
3115 Quality assurance technicians 26584 6.70%
3543 Marketing associate professionals 208392 6.70%
7220 Customer service managers and super-

visors
39289 6.70%

2216 Veterinarians 5967 6.70%
6146 Senior care workers 24347 6.80%
5225 Air-conditioning and refrigeration en-

gineers
17967 6.80%

5435 Cooks 27697 6.80%
3234 Housing officers 14055 6.80%
2217 Medical radiographers 22086 6.90%
4211 Medical secretaries 21496 6.90%
2421 Chartered and certified accountants 91086 7.00%
5223 Metal working production and mainte-

nance fitters
214745 7.00%

6139 Animal care services occupations n.e.c. 4244 7.10%
4121 Credit controllers 85076 7.10%
4135 Library clerks and assistants 4849 7.20%
1211 Managers and proprietors in agricul-

ture and horticulture
356 7.20%

7112 Retail cashiers and check-out opera-
tors

4103 7.30%

4213 School secretaries 6441 7.40%
1251 Property, housing and estate managers 54882 7.40%
3546 Conference and exhibition managers

and organisers
30482 7.40%

3421 Graphic designers 58819 7.50%
6240 Cleaning and housekeeping managers

and supervisors
18848 7.50%

4129 Financial administrative occupations
n.e.c.

96050 7.50%

1136 Information technology and telecom-
munications directors

12724 7.50%

9251 Shelf fillers 582 7.50%
5214 Metal plate workers, and riveters 2154 7.50%
5314 Plumbers and heating and ventilating

engineers
65936 7.60%

1122 Production managers and directors in
construction

116078 7.60%
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2213 Pharmacists 17917 7.70%
3112 Electrical and electronics technicians 8882 7.80%
7129 Sales related occupations n.e.c. 37115 7.90%
2318 Education advisers and school inspec-

tors
2000 8.00%

2133 IT specialist managers 77987 8.00%
2451 Librarians 1968 8.00%
6121 Nursery nurses and assistants 102256 8.20%
5113 Gardeners and landscape gardeners 7166 8.20%
2127 Production and process engineers 40713 8.20%
4123 Bank and post office clerks 12843 8.20%
4151 Sales administrators 117955 8.20%
9259 Elementary sales occupations n.e.c. 507 8.30%
8121 Paper and wood machine operatives 2219 8.30%
2122 Mechanical engineers 16576 8.30%
2317 Senior professionals of educational es-

tablishments
44328 8.40%

9112 Forestry workers 266 8.40%
4133 Stock control clerks and assistants 44158 8.40%
3417 Photographers, audio-visual and

broadcasting equipment operators
3953 8.50%

3111 Laboratory technicians 21125 8.60%
5323 Painters and decorators 17163 8.70%
9272 Kitchen and catering assistants 114634 8.70%
2315 Primary and nursery education teach-

ing professionals
64316 8.70%

9274 Bar staff 31824 8.90%
7125 Merchandisers and window dressers 26876 8.90%
8135 Tyre, exhaust and windscreen fitters 5440 9.00%
2142 Environment professionals 10699 9.00%
3539 Business and related associate profes-

sionals n.e.c.
124143 9.00%

2316 Special needs education teaching pro-
fessionals

13540 9.00%

2221 Physiotherapists 41041 9.10%
3562 Human resources and industrial rela-

tions officers
272042 9.20%

2119 Natural and social science profession-
als n.e.c.

24590 9.20%

4217 Typists and related keyboard occupa-
tions

31444 9.20%

8229 Mobile machine drivers and operatives
n.e.c.

23568 9.30%

9233 Cleaners and domestics 133959 9.30%
8125 Metal working machine operatives 26703 9.40%
2222 Occupational therapists 50388 9.40%
2232 Midwives 5961 9.50%
5421 Pre-press technicians 90 9.50%
2141 Conservation professionals 8035 9.70%
6123 Playworkers 7344 9.70%
5224 Precision instrument makers and re-

pairers
9114 9.80%

2150 Research and development managers 34949 9.80%
3533 Insurance underwriters 15840 9.90%
3116 Planning, process and production

technicians
25423 10.00%

7122 Debt, rent and other cash collectors 14132 10.00%
3219 Health associate professionals n.e.c. 11661 10.20%
4162 Office supervisors 11115 10.30%
2123 Electrical engineers 41433 10.30%
8134 Weighers, graders and sorters 1238 10.30%
3119 Science, engineering and production

technicians n.e.c.
50184 10.30%

6143 Dental nurses 21995 10.60%
2444 Clergy 1061 10.60%
2319 Teaching and other educational profes-

sionals n.e.c.
43534 10.60%

1139 Functional managers and directors
n.e.c.

5881 10.60%

7213 Telephonists 2826 10.70%
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5433 Fishmongers and poultry dressers 116 10.70%
7113 Telephone salespersons 93217 10.70%
5215 Welding trades 41315 10.80%
5244 TV, video and audio engineers 1236 10.80%
3422 Product, clothing and related design-

ers
44928 10.80%

9139 Elementary process plant occupations
n.e.c.

12603 10.90%

2471 Journalists, newspaper and periodical
editors

5745 10.90%

1161 Managers and directors in transport
and distribution

16957 11.00%

1121 Production managers and directors in
manufacturing

134925 11.00%

1135 Human resource managers and direc-
tors

47592 11.00%

1115 Chief executives and senior officials 12924 11.10%
1162 Managers and directors in storage and

warehousing
132676 11.10%

5422 Printers 2387 11.30%
3239 Welfare and housing associate profes-

sionals n.e.c.
29052 11.30%

5411 Weavers and knitters 91 11.40%
5114 Groundsmen and greenkeepers 5248 11.40%
9273 Waiters and waitresses 25345 11.40%
3313 Fire service officers (watch manager

and below)
1517 11.50%

8221 Crane drivers 4701 11.60%
3541 Buyers and procurement officers 95906 11.80%
2429 Business, research and administrative

professionals n.e.c.
6512 11.90%

2211 Medical practitioners 75308 11.90%
5216 Pipe fitters 7020 12.10%
7123 Roundspersons and van salespersons 707 12.10%
6141 Nursing auxiliaries and assistants 48474 12.20%
5315 Carpenters and joiners 45481 12.40%
7219 Customer service occupations n.e.c. 334245 12.50%
4161 Office managers 53121 12.50%
3545 Sales accounts and business develop-

ment managers
733632 12.50%

3319 Protective service associate profession-
als n.e.c.

4281 12.50%

3550 Conservation and environmental asso-
ciate professionals

1485 12.70%

4159 Other administrative occupations
n.e.c.

395109 12.80%

8141 Scaffolders, stagers and riggers 2801 13.20%
4114 Officers of non-governmental organisa-

tions
1019 13.20%

4134 Transport and distribution clerks and
assistants

38552 13.20%

6211 Sports and leisure assistants 10570 13.40%
9232 Street cleaners 1416 13.70%
2314 Secondary education teaching profes-

sionals
167523 13.70%

9120 Elementary construction occupations 109711 13.70%
1259 Managers and proprietors in other ser-

vices n.e.c.
101722 13.70%

8118 Electroplaters 1611 13.80%
3535 Taxation experts 31014 13.80%
8142 Road construction operatives 1529 13.90%
5311 Steel erectors 2637 14.10%
3542 Business sales executives 495834 14.10%
3416 Arts officers, producers and directors 5567 14.30%
2136 Programmers and software develop-

ment professionals
605056 14.50%

5413 Footwear and leather working trades 65 14.60%
8212 Van drivers 92492 14.60%
5242 Telecommunications engineers 15177 14.60%
3538 Financial accounts managers 45863 14.70%
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8127 Printing machine assistants 1333 14.80%
8117 Metal making and treating process op-

eratives
205 14.80%

6232 Caretakers 13834 15.20%
5119 Agricultural and fishing trades n.e.c. 1544 15.40%
6122 Childminders and related occupations 29841 15.50%
8114 Chemical and related process opera-

tives
525 15.60%

8211 Large goods vehicle drivers 165853 15.60%
3235 Counsellors 3680 15.60%
3231 Youth and community workers 19167 15.60%
3567 Health and safety officers 45204 15.60%
1242 Residential, day and domiciliary care

managers and proprietors
127366 15.70%

1132 Marketing and sales directors 72616 15.90%
3217 Pharmaceutical technicians 11265 15.90%
6148 Undertakers, mortuary and cremato-

rium assistants
2365 15.90%

3564 Careers advisers and vocational guid-
ance specialists

1892 16.00%

2424 Business and financial project manage-
ment professionals

386478 16.10%

8214 Taxi and cab drivers and chauffeurs 2906 16.20%
5436 Catering and bar managers 41854 16.40%
1225 Leisure and sports managers 5947 16.50%
4113 Local government administrative occu-

pations
4006 16.50%

5316 Glaziers, window fabricators and fit-
ters

3624 16.70%

3536 Importers and exporters 2433 16.70%
8222 Fork-lift truck drivers 58672 16.80%
5313 Roofers, roof tilers and slaters 4510 16.90%
9260 Elementary storage occupations 148903 16.90%
9271 Hospital porters 692 17.10%
1131 Financial managers and directors 116520 17.20%
3565 Inspectors of standards and regula-

tions
4883 17.30%

8119 Process operatives n.e.c. 1007 17.50%
9134 Packers, bottlers, canners and fillers 10690 17.60%
2214 Ophthalmic opticians 8462 17.60%
3233 Child and early years officers 9075 17.90%
5321 Plasterers 5732 17.90%
2311 Higher education teaching profession-

als
9450 18.00%

3561 Public services associate professionals 3486 18.70%
6215 Rail travel assistants 105 19.00%
2111 Chemical scientists 7506 19.10%
3531 Estimators, valuers and assessors 71532 19.20%
6131 Veterinary nurses 3516 19.30%
8112 Glass and ceramics process operatives 55 19.40%
3411 Artists 1713 19.50%
2449 Welfare professionals n.e.c. 3879 19.60%
6144 Houseparents and residential wardens 6820 19.90%
2139 Information technology and telecom-

munications professionals n.e.c.
156690 19.90%

8139 Assemblers and routine operatives
n.e.c.

16306 20.50%

9111 Farm workers 1182 20.90%
9235 Refuse and salvage occupations 7656 21.10%
6142 Ambulance staff (excluding

paramedics)
2149 21.50%

5111 Farmers 228 21.80%
8133 Routine inspectors and testers 54960 22.40%
1150 Financial institution managers and di-

rectors
4592 22.70%

3315 Police community support officers 98 22.90%
8213 Bus and coach drivers 10455 23.30%
8111 Food, drink and tobacco process oper-

atives
7153 23.40%

2134 IT project and programme managers 66801 23.60%
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3314 Prison service officers (below principal
officer)

3123 23.90%

2135 IT business analysts, architects and
systems designers

198746 24.80%

8233 Air transport operatives 832 25.00%
3213 Paramedics 1861 26.10%
9241 Security guards and related occupa-

tions
66368 26.90%

3415 Musicians 528 27.00%
6214 Air travel assistants 1636 27.20%
6221 Hairdressers and barbers 4405 27.30%
2137 Web design and development profes-

sionals
539080 28.30%

5312 Bricklayers and masons 13335 29.20%
1134 Advertising and public relations direc-

tors
3010 29.70%

8129 Plant and machine operatives n.e.c. 36150 29.90%
5319 Construction and building trades n.e.c. 19100 29.90%
3131 IT operations technicians 135503 31.10%
3443 Fitness instructors 19578 32.00%
1190 Managers and directors in retail and

wholesale
79703 32.30%

9211 Postal workers, mail sorters, messen-
gers and couriers

17284 34.50%

3312 Police officers (sergeant and below) 268 34.70%
5432 Bakers and flour confectioners 3948 36.50%
8234 Rail transport operatives 514 36.50%
3512 Aircraft pilots and flight engineers 96 37.70%
2423 Management consultants and business

analysts
235698 38.00%

8232 Marine and waterways transport oper-
atives

128 40.30%

8231 Train and tram drivers 889 40.60%
3218 Medical and dental technicians 16431 43.00%
8132 Assemblers (vehicles and metal goods) 2098 48.20%
2442 Social workers 142571 49.10%
1172 Senior police officers 41 55.10%
2443 Probation officers 2458 58.20%
5441 Glass and ceramics makers, decorators

and finishers
520 65.70%
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ARIMA, VAR and VECM models for forecasting earnings by occupation

Table 10: Specification of ARIMA models

1-digit SOC Seasonal ARIMA parameters
(p, d, q) (P, D, Q)

Managers, Directors and Senior Officials (7,1,0) (0,1,0,12)
Professional Occupations (7,3,0) (0,1,0,12)
Associate professionals and technical occu-
pations

(1,3,11) (0,0,1,12)

Administrative and Secretarial Occupa-
tions

(7,3,0) (1,0,0,12)

Skilled Trades Occupations (9,3,0) (1,1,1,12)
Caring, Leisure and Other Service Occu-
pations

(6,1,1) (1,1,0,12)

Table 11: Root-Mean Square Error (RMSE) values at different forecasting
horizons of ARIMA, VAR and VECM models for 1-digit SOC codes

1-digit SOC Forecasting
horizon
(months)

RMSE using only official data .5RMSE using both official
data and data from online job
adverts

Managers, Directors
and Senior Officials

1 0.23 .518.53

2 0.46 .531.36
3 6.4 .535.95
4 12.03 .535.58
5 17.4 .533.24
6 17.94 .532.89

Professional Occupa-
tions

1 0.2 .52.88

2 0.52 .56.1
3 2.79 .56.99
4 5.11 .56.37
5 6.93 .56.22
6 7.3 .57.38

Associate professionals
and technical occupa-
tions

1 3.32 .543.61

2 7.66 .534.72
3 14.14 .546.4
4 20.04 .545.54
5 24.61 .540.76
6 28.33 .537.61

Administrative and
Secretarial Occupa-
tions

1 0.45 .50.83

2 1.12 .51.38
3 1.11 .52.27
4 1.1 .53.56
5 1.18 .54.31
6 1.33 .55.47

Skilled Trades Occupa-
tions

1 0.87 .51.06

2 2.61 .53.14
3 5.69 .58.24
4 9.58 .514.03
5 12.93 .518.64
6 17.35 .517.98

Caring, Leisure and
Other Service Occupa-
tions

1 0.03 .50.69

2 0.09 .52.46
3 0.85 .52.97
4 1.52 .52.85
5 2.21 .53
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6 2.54 .54.06

Table 12: Root-Mean Square Error (RMSE) values (percentage of mean official
salary) at different forecasting horizons of ARIMA, VAR and VECM models
for 1-digit SOC codes

1-digit SOC Forecasting
horizon
(months)

RMSE using only official data
(percentage of mean official
salary)

RMSE using both official data
and data from online job ad-
verts (percentage of mean offi-
cial salary)

Managers, Directors
and Senior Officials

1 0.03% 2.17%

2 0.05% 3.67%
3 0.75% 4.20%
4 1.41% 4.16%
5 2.03% 3.89%
6 2.10% 3.84%

Professional Occupa-
tions

1 0.03% 0.37%

2 0.07% 0.79%
3 0.36% 0.90%
4 0.66% 0.82%
5 0.89% 0.80%
6 0.94% 0.95%

Associate professionals
and technical occupa-
tions

1 0.50% 6.64%

2 1.17% 5.29%
3 2.15% 7.06%
4 3.05% 6.93%
5 3.75% 6.21%
6 4.31% 5.73%

Administrative and
Secretarial Occupa-
tions

1 0.11% 0.20%

2 0.27% 0.33%
3 0.26% 0.54%
4 0.26% 0.85%
5 0.28% 1.03%
6 0.32% 1.30%

Skilled Trades Occupa-
tions

1 0.19% 0.23%

2 0.56% 0.67%
3 1.22% 1.77%
4 2.05% 3.01%
5 2.77% 3.99%
6 3.72% 3.85%

Caring, Leisure and
Other Service Occupa-
tions

1 0.01% 0.21%

2 0.03% 0.76%
3 0.26% 0.92%
4 0.47% 0.88%
5 0.68% 0.93%
6 0.78% 1.25%
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